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Editors’s Note

Welcome to the first issue of the Post-Incident Review.

The Review starts with a topo, or illustration of a climbing 
route, because of our shared love of rock climbing, and 
also as a nod to a relic of a solved problem not unlike 
post-incident reviews or postmortems. The idea for the 
Review came from one of us (Emil) reading an annual 
collection of climbing accidents and wondering what that 
might look like for tech. Given that the other of us (Jaime) 
had editorial and publishing experience, after months of 
thinking, designing, and creating,  here we are.

We wanted to create a space for focused reading, although 
every post-incident review included is publicly available. 
We have not touched the content, and added design only 
for clarity. There were plenty more to include were it not 
for space considerations.

You’ll find wide margins to jot down notes. Let your mind 
run free. Maybe you’re one of those people who highlights 
and then draws a line to the side, before writing your 
thoughts. However you see fit, that’s the right way to do it.

We hope you enjoy this, and happy reading!

         - Emil Stolarsky and Jaime Woo

GSuite
The impact on G Suite users was different from and 
generally lower than the impact on Google Cloud users 
due to differences in architecture and provisioning of 
these services. Please see the G Suite Status Dashboard 
(https://www.google.com/appsstatus) for details on 
affected G Suite services.
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nam3 had greater than 1 second of additional latency from 
11:50 to 13:10, from 13:10 to 16:50 latency was increased by 
100 ms.
nam6 had an additional 320 ms of latency between 11:50 to 
13:10, from 13:10 to 16:50 latency was increased by 130 ms.
us-central1 had an additional 80 ms of latency between 
11:50 to 13:10, from 13:10 to 16:50 latency was increased by 
10 ms.
us-east1 had an additional 2 seconds of latency between 
11:50 to 13:10, from 13:10 to 15:50 latency was increased by 
250 ms.
us-west1 had an additional 20 ms of latency between 11:50 
to 14:10.

Cloud Storage
Cloud Storage average error rates for bucket locations 
during the incident are as follows. This data is the best 
available approximation of the error rate available at the 
time of publishing:

us-west2 96.2%
southamerica-east1 79.3%
us-east4 62.4%
northamerica-northeast1 43.4%
us 3.5%
us-east1 1.7%
us-west1 1.2%
us-central1 0.7%

Between 22:50 and 22:54 UTC on July 9, our capacity to 
accept traffic to api.honeycomb.io gradually diminished 
until all incoming requests started to fail. 8 minutes later, 
at 23:02, the API server was once again running at full 
capacity. During the initial 4 minutes some requests were 
accepted and others refused, but for those 8 minutes all 
traffic bounced and we lost data sent to us.

What Caused This To Happen?
As with many outages, it was a combination of factors that 
came together to trigger the incident.

● We’ve been doing a lot of work on the system that 
instruments our build process so that we can use 
Honeycomb to understand our CI pipeline. As part 
of that work, refactoring some code led to a 
regression where the buildevents1 tool lost a 
feature—passing through the exit code of the 
commands that it runs.
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● We committed some code that didn’t compile, but 
the fact that it failed tests wasn’t correctly 
detected in order to fail the build. This code passed 
review and made it in to the master branch.

● The build artifact from the non-compiling code 
was missing one executable, and got deployed 
anyway.

● When the service restarted, there was no code to 
run and one by one servers got pulled from 
rotation until the outage was complete.

How Have We Addressed This?
As we’d spent a large portion of our error budget during 
this outage, we first instituted a release freeze on the API 
server. Then, we conducted a retrospective to identify 
what we steps we’d need to take in order to unfreeze. As of 
today, we have added safeguards in several places to 
mitigate the chances that any of the steps above could 
cause a similar outage.

Much of the speed at which we iterate and deploy code 
depends on trusting that our build system is protecting us 
from errors like this. It’s paramount that we retain this 
trust in order to be able to use automated deploy systems, 
so the first step was to fix the regression in our build 
instrumentation tool and work towards rebuilding the 
belief that if the build is green it’s okay to deploy.

for Cloud Pub/Sub Admin operations (create/delete 
topic/subscriptions) . First from 11:50 to 12:05 and finally 
from 16:05 to 16:25.

BigQuery
BigQuery saw an average error rate of 0.7% over the 
duration of the incident. Impact was greatest at the 
beginning of the incident, between 11:47 and 12:02 where 
jobs.insert API calls had an error rate of 27%. Streaming 
Inserts (tabledata.insertAll API calls) had an average error 
rate of less than 0.01% over the duration of the incident, 
peaking to 24% briefly between 11:47 and 12:02.

Cloud Spanner
Cloud Spanner in regions us-east4, us-west2, and 
northamerica-northeast1 were unavailable during the 
duration 11:48 to 15:44. We are continuing to investigate 
reports that multi-region nam3 was affected, as it involves 
impacted regions. Other regions' availability was not 
affected. Modest latency increases at the 50th percentile 
were observed in us-central1 and us-east1 regions for brief 
periods during the incident window; exact values were 
dependent on customer workload. Significant latency 
increases at the 99th percentile were observed:

nam-eur-asia1 had 120 ms of additional latency from 13:50 
to 15:20.

6 51

The Post-Incident Review 
Issue 1: Autumn/Winter 2019

Honeycomb: “You Can’t Deploy Binaries 
That Don’t Exist”



Stackdriver Monitoring
Stackdriver Monitoring experienced a 5-10% drop in 
requests per second (RPS) for the duration of the event. 
Login failures to the Stackdriver Monitoring Frontend 
averaged 8.4% over the duration of the incident. The 
frontend was also loading with increased latency and 
encountering a 3.5% error rate when loading data in UI 
components.

Cloud Pub/Sub
Cloud Pub/Sub experienced Publish and Subscribe 
unavailability in the affected regions averaged over the 
duration of the incident: 

us-east4 publish requests reported 0.3% error rate and 
subscribe requests reported a 25% error 
rate.southamerica-east1 publish requests reported 11% 
error rate and subscribe requests reported a 36% error 
rate.northamerica-northeast1 publish requests reported a 
6% error rate and subscribe requests reported a 31% error 
rate.us-west2 did not have a statistically significant change 
in usage.

Additional Subscribe unavailability was experienced in 
other regions on requests for messages stored in the 
affected Cloud regions. Analysis shows a 27% global drop 
in successful publish and subscribe requests during the 
disruption. There were two periods of global unavailability 
for
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We can add strength to the belief in our automated build 
system with real world use – we can both trust that the 
builds are reliable, and verify that it is indeed the case by 
health-checking tasks with automatic rollback, and 
staggering deploys by letting production lag our internal 
dogfooding cluster by a build. This is common practice 
and has long been on the list of things to do but not yet 
prioritized. Now it has happened.

Is It Time To Outsource Our Deploys?
Modern development in the SaaS world is a combination of 
internal development and reliance on other external tools 
and SaaS products so we can run less software and focus 
on what we do best. We’ve been using a home-built 
deployment system because our needs have been light, 
and we’re re-evaluating whether now is the right time to 
outsource that part of our process to something like 
Kubernetes. There has been a lot of progress in the last 
few years around processes for managing canaries, circuit 
breakers, and other confidence-building techniques for 
deploys, and we’re interested in which might be able to 
help us continue to move quickly with confidence.

1: https://github.com/honeycombio/buildevents/blob/master/
README.md
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On the 29th July from about 13:10 onwards, you might have 
had some issues with Monzo. As we shared in an update1 at 
the time, you might not have been able to:

● Log into the app
● Send and receive payments, or withdraw money 

from ATMs
● See accurate balances and transactions in your app
● Get in touch with us through the in-app chat or by 

phone

This happened because we were making a change to our 
database that didn't go to plan.

We know that when it comes to your money, problems of 
any kind are totally unacceptable. We're really sorry about 
this, and we're committed to making sure it doesn't 
happen again.

but connecting from Interconnects located on the east 
coast (e.g. New York, Washington DC) saw 10-50% packet 
loss caused by congestion on Google’s backbone in those 
geographies during this same time frame.

Cloud VPN
Cloud VPN gateways in us-east4, us-west2, 
northamerica-northeast1, and southamerica-east1 were 
unreachable for the duration of the incident. us-central1 
VPN endpoints reported 25% packet loss and us-east1 
endpoints reported 10% packet loss. VPN gateways in 
us-east4 recovered at 15:40. VPN gateways in us-west2, 
northamerica-northeast1, and southamerica-east1 
recovered at 16:30. Additional intervention was required in 
us-west2, northamerica-northeast1, and 
southamerica-east1 to move the VPN control plane in 
these regions out of a fail-safe state, designed to protect 
existing gateways from potentially incorrect changes, 
caused by the disruption.

Cloud Console
Cloud Console customers may have seen pages load more 
slowly, partially or not at all. Impact was more severe for 
customers who were in the eastern US as the congested 
links were concentrated between central US and eastern 
US regions for the duration of the disruption.

Monzo: “We Had Issues With Monzo 
On 29th July. Here's What Happened, 
And What We Did To Fix It.”
By Chris Evans 
Published on August 9, 2019



Since Tuesday 4 June, 2019 11:30, service configuration 
pushes have been successful, but may take up to one hour 
to take effect. As a result, requests to new Endpoints 
services may return 500 errors for up to 1 hour after the 
configuration push. We expect to return to the expected 
sub-minute configuration propagation by Friday 7 June 
2019. Customers who are running on platforms other than 
Google App Engine Flex can work around this by setting 
the ESP flag service_control_network_fail_open to true. 
For customers whose backend is running on Google App 
Engine Flex, there is no mitigation for the delayed config 
pushes available at this time.

Cloud Interconnect
Cloud Interconnect reported packet loss ranging from 10% 
to 100% in affected regions during this incident. 
Interconnect Attachments in us-east4, us-west2, 
northamerica-northeast1 and southamerica-east1 
reported packet loss ranging from 50% to 100% from 11:45 
to 16:10. As part of this packet loss, some BGP sessions also 
reported going down. During this time, monitoring 
statistics were inconsistent where the disruption impacted 
our monitoring as well as Stackdriver monitoring, noted 
below. As a result we currently estimate that us-east4, 
us-west2, northamerica-northeast1 and 
southamerica-east1 sustained heavy packet loss until 
recovery at approximately 16:10. Further, Interconnect 
Attachments located in us-west1, us-east1, and us-central1 
but
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We fixed the majority of issues by the end of that day. And 
since then, we've been investigating exactly what 
happened and working on plans to make sure it doesn't 
happen again.

In the spirit of transparency, we'd like to share exactly 
what went wrong from a technical perspective, and how 
we're working to avoid it in the future.

Some background
We use Cassandra to store our data, and have multiple 
copies of everything

We use a database called Cassandra2 to store our data. 
Cassandra is an open-source, highly-available, distributed 
data store. We use Cassandra to spread the data across 
multiple servers, while still serving it as one logical unit to 
our services.

We run a collection of 21 servers (which we call a cluster). 
And all the data we store is replicated across three out of 
the 21 servers. This means if something goes wrong with 
one server or we need to make a planned change, the data 
is entirely safe and still available from the other two.

Cassandra uses an element called the partition key to 
decide which three servers in the cluster of 21 are 
responsible for a particular piece of data.



Figure 1. Here we have a piece of data represented by 
the square which is set to the value T

When we want to read data, we can go to any of the 
servers in the cluster and ask for a piece of data for a 
specific partition key. All reads and writes from our 
services happen with quorum. This means at least two out 
of three servers need to acknowledge the value before 
data is returned from or written to Cassandra.

Figure 2.
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App Engine
App Engine applications hosted in us-east4, us-west2, 
northamerica-northeast1 and southamerica-east1 were 
unavailable for the duration of the disruption. The 
us-central region saw a 23.2% drop in requests per second 
(RPS). Requests that reached App Engine executed 
normally, while requests that did not returned client 
timeout errors.

Cloud Endpoints
Requests to Endpoints services during the network 
incident experienced a spike in error rates up to 4.4% at 
the start of the incident, decreasing to 0.6% average error 
rate between 12:50 and 15:40, at 15:40 error rates 
decreased to less than 0.1%. A separate Endpoints incident 
was caused by this disruption and its impact extended 
beyond the resolution time above.

From Sunday 2 June, 2019 12:00 until Tuesday 4 June, 2019 
11:30, 50% of service configuration push workflows failed. 
For the duration of the Cloud Endpoints disruption, 
requests to existing Endpoints services continued to serve 
based on an existing configuration. Requests to new 
Endpoints services, created after the disruption start time, 
failed with 500 errors unless the ESP flag 
service_control_network_fail_open was enabled, which 
is disabled by default.

Monzo: “We Had Issues With Monzo On 29th July. 
Here’s What Happened, And What We Did To Fix It.”



premains at a relatively early stage. Further action items 
may be identified as this process progresses.

Detailed Description of Impact
Compute Engine
Compute Engine instances in us-east4, us-west2, 
northamerica-northeast1 and southamerica-east1 were 
inaccessible for the duration of the incident, with recovery 
times as described above.

Instance to instance packet loss for traffic on private IPs 
and internet traffic:

us-east1 up to 33% packet loss from 11:38 to 12:17, up to 8% 
packet loss from 12:17 to 14:50.
us-central1 spike of 9% packet loss immediately after 11:38 
and subsiding by 12:05.
us-west1 initial spikes up to 20% and 8.6% packet loss to 
us-east1 and us-central1 respectively, falling below 0.1% by 
12:55. us-west1 to European regions saw an initial packet 
loss of up to 1.9%, with packet loss subsiding by 12:05. 
us-west1 to Asian regions did not see elevated packet loss.

Instances accessing Google services via Google Private 
Access were largely unaffected.

Compute Engine admin operations returned an average of 
1.2% errors.
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The entire cluster knows how to translate the partition key 
to the same three servers that actually hold the data.

We were scaling up Cassandra to keep apps and card 
payments working smoothly
As more and more people start using Monzo, we have to 
scale up Cassandra so it can store all the data and serve it 
quickly and smoothly. We last scaled up Cassandra in 
October 2018 and projected that our current capacity 
would tide us over for about a year.

But during this time, lots more people started using 
Monzo, and we increased the number of microservices we 
run to support all the new features in the Monzo app.

Figure 3. We run a microservice architecture, and the number of 
services we run is growing as we offer more features.



As a result, during peak load, our Cassandra cluster was 
running closer to its limits than we'd like. And even though
this wasn't affecting our customers, we knew if we didn't 
address it soon we'd start seeing an increase in the time 
it'd take to serve requests.

For some of our services (especially those we use to serve 
real time payments), taking longer to serve requests would 
mean we were slowing down the apps and card payments. 
And nobody wants to wait for a long time when they're at 
the front of the queue to pay for their shopping!

So we planned to increase the size of the cluster, to add 
more compute capacity and spread the load across more 
servers.

What happened on 29th July 2019
This is the timeline of events that happened on the day. All 
times are in British Summer Time (BST), on the 29th of July 
2019.

[13:10] We start scaling Cassandra by adding six new 
servers to the cluster. We have a flag set which we believe 
means the new servers will start up and join the cluster, 
but otherwise remain inactive until we stream data to 
them.

We confirm there's been no impact using the metrics from 
both the
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cluster management software such that it rejects such 
requests regardless of origin, providing an additional layer 
of defense in depth and eliminating other similar classes of 
failure.

Google's network control plane software and supporting 
infrastructure will be reconfigured such that it handles 
datacenter maintenance events correctly, by rejecting 
maintenance requests of the type implicated in this 
incident. Furthermore, the network control plane in any 
single location will be modified to persist its configuration 
so that the configuration does not need to be rebuilt and 
redistributed in the event of all jobs being descheduled. 
This will reduce recovery time by an order of magnitude. 
Finally, Google's network will be updated to continue in 
'fail static' mode for a longer period in the event of loss of 
the control plane, to allow an adequate window for 
recovery with no user impact.

Google's emergency response tooling and procedures will 
be reviewed, updated and tested to ensure that they are 
robust to network failures of this kind, including our 
tooling for communicating with the customer base. 
Furthermore, we will extend our continuous disaster 
recovery testing regime to include this and other similarly 
catastrophic failures.

Our post-mortem process will be thorough and broad, and 
remains

Monzo: “We Had Issues With Monzo On 29th July. 
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proved to be time-consuming. The new configuration 
began to roll out at 14:03.

In parallel with these efforts, multiple teams within Google 
applied mitigations specific to their services, directing 
traffic away from the affected regions to allow continued 
serving from elsewhere.

As the network control plane was rescheduled in each 
location, and the relevant configuration was recreated and 
distributed, network capacity began to come back online. 
Recovery of network capacity started at 15:19, and full 
service was resumed at 16:10 US/Pacific time.

The multiple concurrent failures which contributed to the 
initiation of the outage, and the prolonged duration, are 
the focus of a significant post-mortem process at Google 
which is designed to eliminate not just these specific 
issues, but the entire class of similar problems. Full details 
follow in the Prevention and Follow-Up section.

Prevention and Follow-Up
We have immediately halted the datacenter automation 
software which deschedules jobs in the face of 
maintenance events. We will re-enable this software only 
when we have ensured the appropriate safeguards are in 
place to avoid descheduling of jobs in multiple physical 
locations concurrently. Further, we will harden Google's 
cluster
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both the database and the services that depend on it (i.e. 
server and client side metrics). To do this, we look for any 
increase in errors, changes in latency, or any deviations in 
read and write rates. All of these metrics appear normal 
and unaffected by the operation.

[13:14] Our automated alerts detect an issue with 
Mastercard, indicating a small percentage of card 
transactions are failing. We tell our payments team about 
the issue.

[13:14] We receive reports from Customer Operations 
(COps) that the tool they use to communicate with our 
customers isn't working as expected. This meant we 
weren't able to help customers through in app chat, 
leaving customers who'd got in touch with us waiting.

[13:15] We declare an incident, and our daytime on-call3 
engineer assembles a small group of engineers to 
investigate.

[13:24] The engineer who initiated the change to the 
database notices the incident and joins the investigation. 
We discuss whether the scale-up activity could have 
caused the issue, but discount the possibility as everything 
appears healthy. There's no increase in errors, and the 
read and write rates look like they haven't changed.



[13:24] Our payments team identify a small code error in 
one of our Mastercard services, where a specific execution 
path wasn't gracefully handling an error case. We believe 
this is the cause of the Mastercard issue, so get to work on 
a fix.

[13:29] We notice that our internal edge is returning HTTP 
404 responses.

Our internal edge is a service we've written and use to 
access internal services (like our customer operations 
tooling and our deployment pipeline). It does checks to 
make sure that we only give access to Monzo employees, 
and forwards requests to the relevant place.

This means our internal edge couldn't find the destination 
it was looking for.

[13:32] We receive reports from COps that some 
customers are being logged out of both the Android and 
iOS apps.

[13:33] We update our public status page4 to let our 
customers know about the issue. This also shows up as a 
banner in our apps.

"We're working to fix a problem that is causing some card 
transactions to fail, or the Monzo app to display incomplete 
or old in
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Google engineers were alerted to the failure two minutes 
after it began, and rapidly engaged the incident 
management protocols used for the most significant of 
production incidents. Debugging the problem was 
significantly hampered by failure of tools competing over 
use of the now-congested network. The defense in depth 
philosophy means we have robust backup plans for 
handling failure of such tools, but use of these backup 
plans (including engineers travelling to secure facilities 
designed to withstand the most catastrophic failures, and 
a reduction in priority of less critical network traffic 
classes to reduce congestion) added to the time spent 
debugging. Furthermore, the scope and scale of the 
outage, and collateral damage to tooling as a result of 
network congestion, made it initially difficult to precisely 
identify impact and communicate accurately with 
customers.

As of 13:01 US/Pacific, the incident had been root-caused, 
and engineers halted the automation software responsible 
for the maintenance event. We then set about re-enabling 
the network control plane and its supporting 
infrastructure. Additional problems once again extended 
the recovery time: with all instances of the network 
control plane descheduled in several locations, 
configuration data had been lost and needed to be rebuilt 
and redistributed. Doing this during such a significant 
network configuration event, for multiple locations, 
proved

Monzo: “We Had Issues With Monzo On 29th July. 
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multiple independent software clusters at once, crucially 
even if those clusters were in different physical locations.

The outage progressed as follows: at 11:45 US/Pacific, the 
previously-mentioned maintenance event started in a 
single physical location; the automation software created a 
list of jobs to deschedule in that physical location, which 
included the logical clusters running network control jobs. 
Those logical clusters also included network control jobs 
in other physical locations. The automation then 
descheduled each in-scope logical cluster, including the 
network control jobs and their supporting infrastructure 
in multiple physical locations.

Google's resilience strategy relies on the principle of 
defense in depth. Specifically, despite the network control 
infrastructure being designed to be highly resilient, the 
network is designed to 'fail static' and run for a period of 
time without the control plane being present as an 
additional line of defense against failure. The network ran 
normally for a short period - several minutes - after the 
control plane had been descheduled. After this period, 
BGP routing between specific impacted physical locations 
was withdrawn, resulting in the significant reduction in 
network capacity observed by our services and users, and 
the inaccessibility of some Google Cloud regions. 
End-user impact began to be seen in the period 11:47-11:49 
US/Pacific.
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or old information. If affected, you may also be unable to 
login or receive bank transfers."

[13:33] The Mastercard fix is ready to deploy, but we notice 
our deployment tooling is also failing.

[13:39] We deploy the Mastercard fix using a planned 
fallback mechanism. And we see an immediate 
improvement in card transactions succeeding.

[13:46] We identify our internal edge isn't correctly routing 
internal traffic. Beyond authentication and authorisation, it 
validates that it's 'internal' by inspecting the request and 
using our configuration service to match against our 
private network range.

A configuration service is a Monzo microservice that 
provides a simple request-response (RPC) interface for 
other services to store and retrieve key-value pairs 
representing configuration. Internally, it uses Cassandra to 
store its data.We conclude that either the configuration 
service is down, or our network range has changed. We 
quickly rule out the latter and focus on the service.

[13:48] We try to get data from our configuration service 
directly and realise it's returning a 404 (not found) 
response for the key we attempted to retrieve. We're 
confused, as we believe that if the configuration service 
wasn't



wasn't working, it'd have a much wider impact than we 
were seeing.

[13:53] From the metrics, we see successful read and 
writes to the configuration service, which is surprising 
given we've just seen it fail to retrieve data. It feels like 
we're seeing conflicting evidence.

[13:57] We search for some other keys in the configuration 
service and realise they're still there.

[14:00] We bypass the configuration service interface and 
query Cassandra directly. We confirm that the key used by 
the internal edge is in fact missing from Cassandra.

[14:02] At this point we believe we're facing an incident 
where some of our data isn't available, so we turn our focus 
to Cassandra.

[14:04] Despite our earlier fix for Mastercard, we can see 
it's still not fully healthy and the payments team keeps 
working on it. This means that a small number of card 
payments are still failing.

[14:08] We query whether the new Cassandra servers have 
taken ownership of some parts of the data. We don't think 
this is possible given our understanding of what's 
happened so far, but we keep investigating.
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cluster manager. Google's network control plane runs 
under the control of different instances of the same 
cluster management software; in any single location, 
again, multiple instances of that cluster management 
software are used, so that failure of any individual instance 
has no impact on network capacity.

Google's cluster management software plays a significant 
role in automating datacenter maintenance events, like 
power infrastructure changes or network augmentation. 
Google's scale means that maintenance events are globally 
common, although rare in any single location. Jobs run by 
the cluster management software are labelled with an 
indication of how they should behave in the face of such 
an event: typically jobs are either moved to a machine 
which is not under maintenance, or stopped and 
rescheduled after the event.

Two normally-benign misconfigurations, and a specific 
software bug, combined to initiate the outage: firstly, 
network control plane jobs and their supporting 
infrastructure in the impacted regions were configured to 
be stopped in the face of a maintenance event. Secondly, 
the multiple instances of cluster management software 
running the network control plane were marked as eligible 
for inclusion in a particular, relatively rare maintenance 
event type. Thirdly, the software initiating maintenance 
events had a specific bug, allowing it to deschedule 
multiple
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us-east4, us-west2, northamerica-northeast1, and 
southamerica-east1. Google Cloud instances in us-west1, 
and all European regions and Asian regions, did not 
experience regional network congestion.

Google Cloud Platform services were affected until 
mitigation completed for each region, including: Google 
Compute Engine, App Engine, Cloud Endpoints, Cloud 
Interconnect, Cloud VPN, Cloud Console, Stackdriver 
Metrics, Cloud Pub/Sub, Bigquery, regional Cloud Spanner 
instances, and Cloud Storage regional buckets. G Suite 
services in these regions were also affected.

We apologize to our customers whose services or 
businesses were impacted during this incident, and we are 
taking immediate steps to improve the platform’s 
performance and availability. A detailed assessment of 
impact is at the end of this report.

Root Cause and Remediation
This was a major outage, both in its scope and duration. As 
is always the case in such instances, multiple failures 
combined to amplify the impact.

Within any single physical datacenter location, Google's 
machines are segregated into multiple logical clusters 
which have their own dedicated cluster management 
software, providing resilience to failure of any individual 
capacity
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[14:13] We issue a query for some data in Cassandra and 
confirm the response is coming from one of the new 
servers. At this point, we've confirmed that something we 
thought was impossible, had in fact happened. 

The new servers had joined the cluster, assumed 
responsibility for some parts of the data (certain 
partition keys to balance the load), but hadn't yet 
streamed it over. This explains why some data appeared 
to be missing.

Figure 4.

[14:18] We begin decommissioning the new servers 
one-by-one, to allow us to return data ownership safely 
into the original cluster servers. Each node takes 
approximately 8-10 minutes to remove safely.



[14:28] We remove the first node fully, and we notice an 
immediate reduction in the number of 404s being raised. 
Our internal customer support tooling starts working 
again, so we can respond to customers using in-app chat.

[15:08] We removed the final Cassandra node, and the 
immediate impact is over. For the majority of customers, 
Monzo starts working again as normal.

[15:08 → 23:00] We keep working through all the data that 
had been written while the six new servers were actively 
serving reads and writes. We do this through a 
combination of replaying events which we store externally, 
and running internal reconciliation processes which check 
for data consistency.

[23:00] We confirm that all customers are now able to 
access their money, use Monzo as normal, and contact 
customer support if they need to.

We misunderstood the behaviour of a setting
The issue happened because we expected the new servers 
to join the cluster, and stay inactive until we carried out a 
further action. But in fact, when we added new ones they 
immediately took part in the reading and writing of data, 
despite not actually holding any data. The source of the 
misunderstanding was a single setting (or 'flag') that 
controls how a new server behaves.
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The network congestion issue in eastern USA, affecting 
Google Cloud, G Suite, and YouTube has been resolved for 
all affected users as of 4:00pm US/Pacific.Incident began 
at 2019-06-02 11:45 and ended at 2019-06-02 15:40 (all 
times are US/Pacific).

Issue Summary
On Sunday 2 June, 2019, Google Cloud projects running 
services in multiple US regions experienced elevated 
packet loss as a result of network congestion for a 
duration of between 3 hours 19 minutes, and 4 hours 25 
minutes. The duration and degree of packet loss varied 
considerably from region to region and is explained in 
detail below. Other Google Cloud services which depend 
on Google's US network were also impacted, as were 
several non-Cloud Google services which could not fully 
redirect users to unaffected regions. Customers may have 
experienced increased latency, intermittent errors, and 
connectivity loss to instances in us-central1, us-east1, 
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of API traffic. This includes additional circuit-breaking on 
failed operations to particular clusters, including the one 
implicated in these events. We will also pursue additional 
fault isolation techniques to contain the impact of a single 
failed shard and limit resource consumption by clients 
attempting repeated retries of failed requests.

Finally, we will introduce further procedures and tooling to 
increase the safety with which operators can make rapid 
configuration changes during incident response. 

We know that you have the highest standards for the 
financial and technical infrastructure your business relies 
on. We share your standards; our business can only 
succeed if we are consistently reliable enough to power a 
material fraction of internet commerce. We deeply regret 
letting you down on July 10th.

We are redoubling our efforts to increase the resiliency of 
our systems. We have already conducted the first of a 
series of thorough reviews to identify improvements to 
our systems and practices. The improvements we have 
rolled out and will roll out soon will significantly reduce 
the likelihood of similar events in the future.
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In Cassandra, there's a flag called auto_bootstrap which 
configures how servers start up and join an existing 
cluster. The flag controls whether data is automatically 
streamed from the existing Cassandra servers onto a new 
server which has joined the cluster. Crucially, it also 
controls the querying pattern to continue serving read 
requests to the older servers until the newer servers have 
streamed all the data.

Figure 5. What we expected: new nodes join the cluster in an inactive 
mode, and get assigned a portion of the data. They remain in this state 

until we actively stream data into them, one-by-one.

In the majority of cases, it's recommended to leave the 
default of auto_bootstrap to true. With the flag in this 
state, servers join the cluster in an 'inactive' state, have a 
portion of the data assigned to them, and remain inactive 
in data reading until the data streaming process finishes.



But when our last scale up in October 2018 was complete, 
we'd set the auto_bootstrap flag to false for our 
production environment. We did this so that if we lost a 
server in our cluster (for example, due to hardware failure) 
and had to replace it, we'd restore the data from backups 
(which would be significantly faster and put less pressure 
on the rest of the cluster) rather than rebuild it from 
scratch using the other servers which had the data. 

Figure 6. Data is mostly streamed from backup 
for the replacement node

During the scale-up activity, we had no intention to 
stream the data from backups. With auto_bootstrap set 
to false, we expected the six new servers would be added 
to cluster, agree on the partitions of data they were 
responsible for, and remain inactive until we initiated the 
rebuild/streaming process on each server, one-by-one.
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22:47 UTC. We initially assumed that the same issue had 
reoccurred on multiple shards, as the symptoms appeared 
the same as the earlier event. We therefore followed the 
same mitigation playbook that succeeded earlier.

However, the second period of degradation had a different 
cause: our revert to a known stable version interacted 
poorly with a recently-introduced configuration change to 
the production shards. This interaction resulted in CPU 
starvation on all affected shards. Once we observed the 
CPU starvation, we were able to investigate and identify 
the root cause. We then updated the production 
configuration and restored the affected shards, which 
mitigated the incident at 22:34 UTC. After we verified that 
the cluster was healthy, we began ramping traffic back up, 
prioritizing services required for user-initiated API 
requests. We fully recovered at 22:47 UTC.

Remediations
In response to these events, we implemented additional 
monitoring to alert us when nodes stop reporting 
replication lag, and if a shard enters a state that could 
trigger this election fault in the database failover system. 
We are working with the database maintainers to develop 
a fix for this underlying fault.

We are also introducing several changes to prevent 
failures of individual shards from cascading across large 
fractions q
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Without a primary, the shard was unable to accept writes. 
Applications that write to the shard began to time out. 
Because of widespread use of this shard across 
applications, including the API, the unavailability of this 
shard starved compute resources for the API and cascaded 
into a severe API degradation. Automated monitoring 
detected the failed election within a minute. We began 
incident response within two minutes. Because this was a 
complex failure mode that we had not previously 
experienced, we needed to diagnose the underlying cause 
and determine the steps to remediate. Our team identified 
forcing the election of a new primary as the fastest 
remediation available, but this required restarting the 
database cluster. Once we restarted these nodes, 27 
minutes after the event began, the Stripe API fully 
recovered.

After mitigating user impact, we investigated the root 
cause and identified a likely code path in a new version of 
the database’s election protocol. We decided to revert to 
the previous known stable version for all shards of the 
impacted cluster. We deployed this change within four 
minutes, and until 21:14 UTC the cluster was healthy.

At 21:14 UTC, automated alerts fired indicating that some 
shards in the cluster were unavailable, including the shard 
implicated in the first degradation. This began a second 
period of severely degraded availability that lasted until 
tktk
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But this wasn't the case. It turns out that in addition to the 
data streaming behaviour, the flag also controls whether 
new servers join in an active or inactive state. Once the 
new servers had agreed on the partitions of data they were 
responsible for, they assumed full responsibility without 
having any of the underlying data, and began serving 
queries.

Because some of the data was being served from the new 
servers which didn't have any data yet, that data appeared 
to be missing.

So when some customers opened the app, for example, 
transactions that should have existed couldn't be found, 
which caused their account balances to appear 
incorrectly. Once the issue had been resolved, we were 
able to fully recover the data and correct any issues.

To stop this happening again, we're making some 
changes
There are a few things we can learn from this issue, and fix 
to makes sure it doesn't happen again.

We've identified gaps in our knowledge of operating 
Cassandra
While we routinely perform operations like rolling restarts 
and server upgrades on Cassandra, some actions (like 
adding more servers) are less common.



We'd tested the scale-up on our test environment, but not to 
the same extent as production.
Instead of adding six servers, we tested with one.

To gain confidence in the production rollout, we brought a 
new server online and left it in the initial 'no data' state for 
several hours. We did this across two clusters.

We were able to confirm that there was no impact on the 
rest of the cluster or any of the users of the environment. 
And at this point we were happy that the initial joining 
behaviour of auto_bootstrap was benign as we expected. 
So we continued to stream the data to the new server, 
monitored throughout, and confirmed there were no 
issues with data consistency or availability.

What we failed to account for was quorum (the three 
servers agreeing on a value). With only one new server, it 
wouldn't matter if it joined the cluster fully and didn't hold 
any data. In this case, we'd have agreement from the other 
two servers in the cluster.

But when we added six servers to production, the data 
ownership had two or three members reallocated to the 
new nodes, meaning we didn't have the same guarantee 
because the underlying data didn't reallocate.
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Root Cause Analysis
On 2019-07-10, the Stripe API experienced two periods of 
significant degradation, first from 16:35 UTC to 17:02 UTC 
and again from 21:14 UTC to 22:47 UTC. The first period 
was caused by the combination of two previously 
unobserved failure modes in a database cluster, and the 
latter was the result of our remediation efforts.

Stripe splits data by kind into different database clusters 
and by quantity into different shards. Each cluster has 
many shards, and each shard has multiple redundant 
nodes. We routinely exercise node failover logic during 
upgrades, maintenance, and failures.

Three months ago, we upgraded our databases to a new 
minor version. As part of the upgrade, we performed 
thorough testing in our quality assurance environment, 
and executed a phased production rollout, starting with 
less critical clusters and moving on to increasingly critical 
ones. The new version operated properly in production for 
the past three months, including many successful 
failovers. However, the new version also introduced a 
subtle fault in the database’s failover system that only 
manifested in the presence of multiple stalled nodes. On 
the day of the events, one shard was in the specific state 
that triggered this fault, and the shard was unable to elect 
a new primary.

Monzo: “We Had Issues With Monzo On 29th July. 
Here’s What Happened, And What We Did To Fix It.”



Timeline for second period of degradation

● [2019-07-10 20:13 UTC] During our investigation 
into the root cause of the first event, we identified 
a code path likely causing the bug in a new minor 
version of the database’s election protocol.

● [2019-07-10 20:42 UTC] We rolled back to a 
previous minor version of the election protocol and 
monitored the rollout.

● [2019-07-10 21:14 UTC] We observed high CPU 
usage in the database cluster. The Stripe API 
started returning errors for users, marking the 
start of a second period of severe degradation.

● [2019-07-10 21:26 UTC] We identified that our 
rolled-back election protocol interacted poorly 
with a recently-introduced configuration setting to 
trigger the second period of degradation. Applying 
the required change was slowed by several factors 
including CPU resource contention.

● [2019-07-10 22:34 UTC] We successfully rolled out 
the new configuration and restarted the database 
cluster’s nodes.

● [2019-07-10 22:47 UTC] The Stripe API fully 
recovered.

34 23

The Post-Incident Review 
Issue 1: Autumn/Winter 2019

Stripe “Significantly Elevated
Error Rates on 2019-07-10”

We've already fixed the incorrect setting
We've already fixed our use of auto_bootstrap. And 
we've also reviewed and documented all our decisions 
around the other Cassandra settings. This means we have 
more extensive runbooks – the operational guides we use 
to provide step-by-step plans on performing operations 
such as a scale up or a restart of Cassandra. This'll help fill 
the gaps in our knowledge, and make sure that knowledge 
is spread to all our engineers.

Another key issue that delayed our actions was the lack of 
metrics showing Cassandra as a primary cause of the 
issue. So we're also looking at exposing more metrics and 
adding potential alerting for strong shifts in metrics like 
'row not found'.

We'll split our single Cassandra cluster into smaller ones to 
reduce the impact one change can have
For a long time, we've run a single Cassandra cluster for all 
our services. Each service has its own dedicated area 
(known as a keyspace) within the cluster. But the data itself 
is spread across a shared set of underlying servers.

The single cluster approach has been advantageous for 
engineers building services – they don't have to worry 
about which cluster to put a service on, and we only have 
to operationally manage and monitor one thing. But a 
downside of this design is that a single change can have a 
far-reach



far-reaching impact, like we saw with this issue. We’d like 
to reduce the likelihood that any single activity can impact 
more than one area of Monzo.

With one cluster, it's also much harder to pinpoint the 
source of failure. In this instance we took almost an hour 
from the first alert to the point where we pulled the 
information into a single coherent picture that highlighted 
Cassandra at fault. With smaller and more constrained 
system configurations, we believe this would have been a 
much less complex issue to deal with.

In the long term, we plan to split up our single large 
cluster into multiple smaller ones. This will drastically 
reduce the likelihood and impact of repeat issues like this 
one, and make it safer for us to operate at scale. We want 
to make sure we get it right though; doing it in such a way 
that doesn't introduce too much operational complexity, 
or slow our engineers down at releasing new features to 
customers.

§

We’re really sorry this happened, and we’re committed to 
fixing it for the future. Let us know if you found this 
debrief useful, and share any other questions or feedback 
with us too.
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Timeline for first period of degradation

● [Three months prior to the incident] We upgraded 
our databases to a new minor version that 
introduced a subtle, undetected fault in the 
database’s failover system.

● [Four days prior to the incident] Two nodes 
became stalled for yet-to-be-determined reasons. 
These nodes stopped emitting metrics reporting 
their replication lag but continued to respond as 
healthy to active checks.

● [2019-07-10 16:35 UTC] The first period of 
degradation started when the primary node for the 
database cluster failed.

● [2019-07-10 16:36 UTC] Our team was alerted and 
we began incident response.

● [2019-07-10 16:50 UTC] We determined the cluster 
was unable to elect a primary.

● [2019-07-10 17:00 UTC] We restarted all nodes in 
the database cluster, resulting in a successful 
election.

● [2019-07-10 17:02 UTC] The Stripe API fully 
recovered.
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Summary
Millions of businesses rely on Stripe. We see reliability as 
one of our most serious obligations and highest priorities. 
We invest in it heavily. However, on 2019-07-10 from 16:35 
to 17:02 UTC, and again from 21:14 to 22:47 UTC, the Stripe 
API was severely degraded. A substantial majority of API 
requests during these windows failed. We’ve sent you an 
email if you had five or more failed POST requests.

We describe the failure in more detail below, but the very 
short summary is that two different database bugs and a 
configuration change interacted in an unforeseen way, 
causing a cascading failure across several critical services.

We’ve already taken a number of steps to ensure that this 
class of failures does not reoccur.

Here is what we have learned so far.

Stripe: “Significantly Elevated 
Error Rates on 2019‑07‑10”
By David Singleton, CTO 
Published on July 12, 2019

Figure 7.

1: https://monzo.com/blog/2019/07/30/we-had-issues-with-
Monzo-yesterday
2: https://en.wikipedia.org/wiki/Apache_Cassandra
3: https://monzo.com/blog/2018/09/20/on-call
4: https://status.monzo.com



A four in the morning page—followed by a few (groggy) 
hours trying to figure out what happened. Thankfully a fix 
is holding, and the system’s returning to normal. Your bed 
beckons, but so does the start of the day. Your workload 
didn’t need an a post-incident report on top: you can’t 
recall the last time anyone read one of these, but it still 
needs to get done. So you grind one out quickly, and hope 
to put the incident far, far behind you.

Sound familiar? Not surprising. Most companies 
understand the need for a post-incident report, especially 
for disruptive or novel disruptions. A meeting happens to 
discuss and beef up the report, and then it lands in the 
metaphorical filing cabinet in the sky, er, cloud. Companies 
invest thousands of dollars’ worth of people-hours on the 
post-incident process only to have those learnings end up 
gathering digital dust in some Google Drive folder. Like the 
proverbial tree in the forest, if a postmortem gets written 
but no one reads it, does it really exist?
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One tactic is the journal club, which is similar to a book 
club except that the group discusses journal papers rather 
than Oprah’s latest pick. (“The Water Dancer” sounds 
excellent, by the way.) Having regular sessions of journal 
club can facilitate teams digesting lessons from the report.

All of this might be appealing, and yet the question of 
whether it’s worth the effort lingers. Luckily research 
confirms that a learning organization has many benefits, 
including more innovation, greater sense of community, 
improved decision making, and higher quality output. 

The authors of Accelerate: Building and Scaling High 
Performing Technology Organizations write: “In today’s 
fast-moving and competitive world, the best thing you can 
do for your products, your company, and your people is 
institute a culture of experimentation and learning.” 
Encouraging and supporting learning was a cultural 
capability to drive improvement, and a healthy 
organizational culture led to improved organizational 
performance.

While learning isn't automatic, it also isn't a mystery. 
Thoughtfully seeding lessons learned across teams will 
hopefully make those four in the morning calls a bit easier.

Ready to start a journal club? Check out zine.incidentlabs.io.

Are Your Post-Incident Reports Gathering 
Digital Dust?
By Jaime Woo



What does intentionally planning the dissemination and 
reuse steps look like? It means asking the questions: “what 
channels communicate the report to its different 
audiences?” and “how will those audiences take that 
knowledge and apply it?” Let's break down these two steps 
further.

A successful dissemination strategy for getting knowledge 
to people employs the channels they currently use or the 
places they already frequent. Some teams prefer sharing 
through email; some congregate around platforms like 
Slack or Teams; and, others may find an announcement 
during all-hand meetings or AMAs best. In addition, 
frequency matters: how often can notifications occur 
before people begin to tune it out? Better to start 
sparingly, like once a month. There’s no blanket solution 
but setting goals and tracking uptake will point to the right 
direction. 

Once the knowledge is in people’s hands, how should they 
apply it? Reuse is the notion that not only should  
knowledge get shared, but also consumed and made use 
of. What does that mean? American educational theorist 
David Allen Kolb suggested an experiential learning cycle 
where, to truly gain knowledge, people have to absorb the 
lesson, relate it to their own experiences and behaviours, 
conjure new or modified ideas, and then test them out to 
form new lessons.
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Yet it’s understandable why people don't regularly read 
post-incident reports. They are overworked as it is. They 
may not see how it directly ties into their job. They might 
want to read them, but never know when the reports are 
released—and who has time to keep track? 

Underlining these reasons is the fact that learning has a 
non-trivial level of difficulty, and requires time and 
attention to do. Unless its future benefit is evidently worth 
the effort, there will always be other competing demands 
on people.

What can organizations do then? Luckily, this isn’t unique 
to tech, and we can find inspiration in the lessons learned 
model, which has been adopted by numerous commercial, 
government, and military organizations. An adapted 
version of its cycle for knowledge includes the steps of: 
collection, prioritization, storage, dissemination, and reuse. 
(See the illustrations on pages 28-29 for more details.)

This framework helps illustrate a potential hiccup: how 
many companies reach “storage” and then think, “mission 
accomplished”? Unfortunately, organizations can assume 
that dissemination and reuse happen organically, a kind of 
magical thinking where if something is helpful enough 
then it will miraculously reach those who need it; 
however, given the constant and conflicting demands 
placed on people, that idealized case rarely is reality.
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excellent, by the way.) Having regular sessions of journal 
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While learning isn't automatic, it also isn't a mystery. 
Thoughtfully seeding lessons learned across teams will 
hopefully make those four in the morning calls a bit easier.

Ready to start a journal club? Check out zine.incidentlabs.io.

Are Your Post-Incident Reports Gathering 
Digital Dust?
By Jaime Woo
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Summary
Millions of businesses rely on Stripe. We see reliability as 
one of our most serious obligations and highest priorities. 
We invest in it heavily. However, on 2019-07-10 from 16:35 
to 17:02 UTC, and again from 21:14 to 22:47 UTC, the Stripe 
API was severely degraded. A substantial majority of API 
requests during these windows failed. We’ve sent you an 
email if you had five or more failed POST requests.

We describe the failure in more detail below, but the very 
short summary is that two different database bugs and a 
configuration change interacted in an unforeseen way, 
causing a cascading failure across several critical services.

We’ve already taken a number of steps to ensure that this 
class of failures does not reoccur.

Here is what we have learned so far.

Stripe: “Significantly Elevated 
Error Rates on 2019‑07‑10”
By David Singleton, CTO 
Published on July 12, 2019

Figure 7.

1: https://monzo.com/blog/2019/07/30/we-had-issues-with-
Monzo-yesterday
2: https://en.wikipedia.org/wiki/Apache_Cassandra
3: https://monzo.com/blog/2018/09/20/on-call
4: https://status.monzo.com



far-reaching impact, like we saw with this issue. We’d like 
to reduce the likelihood that any single activity can impact 
more than one area of Monzo.

With one cluster, it's also much harder to pinpoint the 
source of failure. In this instance we took almost an hour 
from the first alert to the point where we pulled the 
information into a single coherent picture that highlighted 
Cassandra at fault. With smaller and more constrained 
system configurations, we believe this would have been a 
much less complex issue to deal with.

In the long term, we plan to split up our single large 
cluster into multiple smaller ones. This will drastically 
reduce the likelihood and impact of repeat issues like this 
one, and make it safer for us to operate at scale. We want 
to make sure we get it right though; doing it in such a way 
that doesn't introduce too much operational complexity, 
or slow our engineers down at releasing new features to 
customers.

§

We’re really sorry this happened, and we’re committed to 
fixing it for the future. Let us know if you found this 
debrief useful, and share any other questions or feedback 
with us too.
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Timeline for first period of degradation

● [Three months prior to the incident] We upgraded 
our databases to a new minor version that 
introduced a subtle, undetected fault in the 
database’s failover system.

● [Four days prior to the incident] Two nodes 
became stalled for yet-to-be-determined reasons. 
These nodes stopped emitting metrics reporting 
their replication lag but continued to respond as 
healthy to active checks.

● [2019-07-10 16:35 UTC] The first period of 
degradation started when the primary node for the 
database cluster failed.

● [2019-07-10 16:36 UTC] Our team was alerted and 
we began incident response.

● [2019-07-10 16:50 UTC] We determined the cluster 
was unable to elect a primary.

● [2019-07-10 17:00 UTC] We restarted all nodes in 
the database cluster, resulting in a successful 
election.

● [2019-07-10 17:02 UTC] The Stripe API fully 
recovered.

Monzo: “We Had Issues With Monzo On 29th July. 
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Timeline for second period of degradation

● [2019-07-10 20:13 UTC] During our investigation 
into the root cause of the first event, we identified 
a code path likely causing the bug in a new minor 
version of the database’s election protocol.

● [2019-07-10 20:42 UTC] We rolled back to a 
previous minor version of the election protocol and 
monitored the rollout.

● [2019-07-10 21:14 UTC] We observed high CPU 
usage in the database cluster. The Stripe API 
started returning errors for users, marking the 
start of a second period of severe degradation.

● [2019-07-10 21:26 UTC] We identified that our 
rolled-back election protocol interacted poorly 
with a recently-introduced configuration setting to 
trigger the second period of degradation. Applying 
the required change was slowed by several factors 
including CPU resource contention.

● [2019-07-10 22:34 UTC] We successfully rolled out 
the new configuration and restarted the database 
cluster’s nodes.

● [2019-07-10 22:47 UTC] The Stripe API fully 
recovered.
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We've already fixed the incorrect setting
We've already fixed our use of auto_bootstrap. And 
we've also reviewed and documented all our decisions 
around the other Cassandra settings. This means we have 
more extensive runbooks – the operational guides we use 
to provide step-by-step plans on performing operations 
such as a scale up or a restart of Cassandra. This'll help fill 
the gaps in our knowledge, and make sure that knowledge 
is spread to all our engineers.

Another key issue that delayed our actions was the lack of 
metrics showing Cassandra as a primary cause of the 
issue. So we're also looking at exposing more metrics and 
adding potential alerting for strong shifts in metrics like 
'row not found'.

We'll split our single Cassandra cluster into smaller ones to 
reduce the impact one change can have
For a long time, we've run a single Cassandra cluster for all 
our services. Each service has its own dedicated area 
(known as a keyspace) within the cluster. But the data itself 
is spread across a shared set of underlying servers.

The single cluster approach has been advantageous for 
engineers building services – they don't have to worry 
about which cluster to put a service on, and we only have 
to operationally manage and monitor one thing. But a 
downside of this design is that a single change can have a 
far-reach



We'd tested the scale-up on our test environment, but not to 
the same extent as production.
Instead of adding six servers, we tested with one.

To gain confidence in the production rollout, we brought a 
new server online and left it in the initial 'no data' state for 
several hours. We did this across two clusters.

We were able to confirm that there was no impact on the 
rest of the cluster or any of the users of the environment. 
And at this point we were happy that the initial joining 
behaviour of auto_bootstrap was benign as we expected. 
So we continued to stream the data to the new server, 
monitored throughout, and confirmed there were no 
issues with data consistency or availability.

What we failed to account for was quorum (the three 
servers agreeing on a value). With only one new server, it 
wouldn't matter if it joined the cluster fully and didn't hold 
any data. In this case, we'd have agreement from the other 
two servers in the cluster.

But when we added six servers to production, the data 
ownership had two or three members reallocated to the 
new nodes, meaning we didn't have the same guarantee 
because the underlying data didn't reallocate.
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Root Cause Analysis
On 2019-07-10, the Stripe API experienced two periods of 
significant degradation, first from 16:35 UTC to 17:02 UTC 
and again from 21:14 UTC to 22:47 UTC. The first period 
was caused by the combination of two previously 
unobserved failure modes in a database cluster, and the 
latter was the result of our remediation efforts.

Stripe splits data by kind into different database clusters 
and by quantity into different shards. Each cluster has 
many shards, and each shard has multiple redundant 
nodes. We routinely exercise node failover logic during 
upgrades, maintenance, and failures.

Three months ago, we upgraded our databases to a new 
minor version. As part of the upgrade, we performed 
thorough testing in our quality assurance environment, 
and executed a phased production rollout, starting with 
less critical clusters and moving on to increasingly critical 
ones. The new version operated properly in production for 
the past three months, including many successful 
failovers. However, the new version also introduced a 
subtle fault in the database’s failover system that only 
manifested in the presence of multiple stalled nodes. On 
the day of the events, one shard was in the specific state 
that triggered this fault, and the shard was unable to elect 
a new primary.
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Without a primary, the shard was unable to accept writes. 
Applications that write to the shard began to time out. 
Because of widespread use of this shard across 
applications, including the API, the unavailability of this 
shard starved compute resources for the API and cascaded 
into a severe API degradation. Automated monitoring 
detected the failed election within a minute. We began 
incident response within two minutes. Because this was a 
complex failure mode that we had not previously 
experienced, we needed to diagnose the underlying cause 
and determine the steps to remediate. Our team identified 
forcing the election of a new primary as the fastest 
remediation available, but this required restarting the 
database cluster. Once we restarted these nodes, 27 
minutes after the event began, the Stripe API fully 
recovered.

After mitigating user impact, we investigated the root 
cause and identified a likely code path in a new version of 
the database’s election protocol. We decided to revert to 
the previous known stable version for all shards of the 
impacted cluster. We deployed this change within four 
minutes, and until 21:14 UTC the cluster was healthy.

At 21:14 UTC, automated alerts fired indicating that some 
shards in the cluster were unavailable, including the shard 
implicated in the first degradation. This began a second 
period of severely degraded availability that lasted until 
tktk
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But this wasn't the case. It turns out that in addition to the 
data streaming behaviour, the flag also controls whether 
new servers join in an active or inactive state. Once the 
new servers had agreed on the partitions of data they were 
responsible for, they assumed full responsibility without 
having any of the underlying data, and began serving 
queries.

Because some of the data was being served from the new 
servers which didn't have any data yet, that data appeared 
to be missing.

So when some customers opened the app, for example, 
transactions that should have existed couldn't be found, 
which caused their account balances to appear 
incorrectly. Once the issue had been resolved, we were 
able to fully recover the data and correct any issues.

To stop this happening again, we're making some 
changes
There are a few things we can learn from this issue, and fix 
to makes sure it doesn't happen again.

We've identified gaps in our knowledge of operating 
Cassandra
While we routinely perform operations like rolling restarts 
and server upgrades on Cassandra, some actions (like 
adding more servers) are less common.



But when our last scale up in October 2018 was complete, 
we'd set the auto_bootstrap flag to false for our 
production environment. We did this so that if we lost a 
server in our cluster (for example, due to hardware failure) 
and had to replace it, we'd restore the data from backups 
(which would be significantly faster and put less pressure 
on the rest of the cluster) rather than rebuild it from 
scratch using the other servers which had the data. 

Figure 6. Data is mostly streamed from backup 
for the replacement node

During the scale-up activity, we had no intention to 
stream the data from backups. With auto_bootstrap set 
to false, we expected the six new servers would be added 
to cluster, agree on the partitions of data they were 
responsible for, and remain inactive until we initiated the 
rebuild/streaming process on each server, one-by-one.
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22:47 UTC. We initially assumed that the same issue had 
reoccurred on multiple shards, as the symptoms appeared 
the same as the earlier event. We therefore followed the 
same mitigation playbook that succeeded earlier.

However, the second period of degradation had a different 
cause: our revert to a known stable version interacted 
poorly with a recently-introduced configuration change to 
the production shards. This interaction resulted in CPU 
starvation on all affected shards. Once we observed the 
CPU starvation, we were able to investigate and identify 
the root cause. We then updated the production 
configuration and restored the affected shards, which 
mitigated the incident at 22:34 UTC. After we verified that 
the cluster was healthy, we began ramping traffic back up, 
prioritizing services required for user-initiated API 
requests. We fully recovered at 22:47 UTC.

Remediations
In response to these events, we implemented additional 
monitoring to alert us when nodes stop reporting 
replication lag, and if a shard enters a state that could 
trigger this election fault in the database failover system. 
We are working with the database maintainers to develop 
a fix for this underlying fault.

We are also introducing several changes to prevent 
failures of individual shards from cascading across large 
fractions q
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of API traffic. This includes additional circuit-breaking on 
failed operations to particular clusters, including the one 
implicated in these events. We will also pursue additional 
fault isolation techniques to contain the impact of a single 
failed shard and limit resource consumption by clients 
attempting repeated retries of failed requests.

Finally, we will introduce further procedures and tooling to 
increase the safety with which operators can make rapid 
configuration changes during incident response. 

We know that you have the highest standards for the 
financial and technical infrastructure your business relies 
on. We share your standards; our business can only 
succeed if we are consistently reliable enough to power a 
material fraction of internet commerce. We deeply regret 
letting you down on July 10th.

We are redoubling our efforts to increase the resiliency of 
our systems. We have already conducted the first of a 
series of thorough reviews to identify improvements to 
our systems and practices. The improvements we have 
rolled out and will roll out soon will significantly reduce 
the likelihood of similar events in the future.
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In Cassandra, there's a flag called auto_bootstrap which 
configures how servers start up and join an existing 
cluster. The flag controls whether data is automatically 
streamed from the existing Cassandra servers onto a new 
server which has joined the cluster. Crucially, it also 
controls the querying pattern to continue serving read 
requests to the older servers until the newer servers have 
streamed all the data.

Figure 5. What we expected: new nodes join the cluster in an inactive 
mode, and get assigned a portion of the data. They remain in this state 

until we actively stream data into them, one-by-one.

In the majority of cases, it's recommended to leave the 
default of auto_bootstrap to true. With the flag in this 
state, servers join the cluster in an 'inactive' state, have a 
portion of the data assigned to them, and remain inactive 
in data reading until the data streaming process finishes.



[14:28] We remove the first node fully, and we notice an 
immediate reduction in the number of 404s being raised. 
Our internal customer support tooling starts working 
again, so we can respond to customers using in-app chat.

[15:08] We removed the final Cassandra node, and the 
immediate impact is over. For the majority of customers, 
Monzo starts working again as normal.

[15:08 → 23:00] We keep working through all the data that 
had been written while the six new servers were actively 
serving reads and writes. We do this through a 
combination of replaying events which we store externally, 
and running internal reconciliation processes which check 
for data consistency.

[23:00] We confirm that all customers are now able to 
access their money, use Monzo as normal, and contact 
customer support if they need to.

We misunderstood the behaviour of a setting
The issue happened because we expected the new servers 
to join the cluster, and stay inactive until we carried out a 
further action. But in fact, when we added new ones they 
immediately took part in the reading and writing of data, 
despite not actually holding any data. The source of the 
misunderstanding was a single setting (or 'flag') that 
controls how a new server behaves.
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The network congestion issue in eastern USA, affecting 
Google Cloud, G Suite, and YouTube has been resolved for 
all affected users as of 4:00pm US/Pacific.Incident began 
at 2019-06-02 11:45 and ended at 2019-06-02 15:40 (all 
times are US/Pacific).

Issue Summary
On Sunday 2 June, 2019, Google Cloud projects running 
services in multiple US regions experienced elevated 
packet loss as a result of network congestion for a 
duration of between 3 hours 19 minutes, and 4 hours 25 
minutes. The duration and degree of packet loss varied 
considerably from region to region and is explained in 
detail below. Other Google Cloud services which depend 
on Google's US network were also impacted, as were 
several non-Cloud Google services which could not fully 
redirect users to unaffected regions. Customers may have 
experienced increased latency, intermittent errors, and 
connectivity loss to instances in us-central1, us-east1, 

Monzo: “We Had Issues With Monzo On 29th July. 
Here’s What Happened, And What We Did To Fix It.”

Google Cloud: 
“Networking Incident #19009
Published on July 12, 2019



us-east4, us-west2, northamerica-northeast1, and 
southamerica-east1. Google Cloud instances in us-west1, 
and all European regions and Asian regions, did not 
experience regional network congestion.

Google Cloud Platform services were affected until 
mitigation completed for each region, including: Google 
Compute Engine, App Engine, Cloud Endpoints, Cloud 
Interconnect, Cloud VPN, Cloud Console, Stackdriver 
Metrics, Cloud Pub/Sub, Bigquery, regional Cloud Spanner 
instances, and Cloud Storage regional buckets. G Suite 
services in these regions were also affected.

We apologize to our customers whose services or 
businesses were impacted during this incident, and we are 
taking immediate steps to improve the platform’s 
performance and availability. A detailed assessment of 
impact is at the end of this report.

Root Cause and Remediation
This was a major outage, both in its scope and duration. As 
is always the case in such instances, multiple failures 
combined to amplify the impact.

Within any single physical datacenter location, Google's 
machines are segregated into multiple logical clusters 
which have their own dedicated cluster management 
software, providing resilience to failure of any individual 
capacity
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[14:13] We issue a query for some data in Cassandra and 
confirm the response is coming from one of the new 
servers. At this point, we've confirmed that something we 
thought was impossible, had in fact happened. 

The new servers had joined the cluster, assumed 
responsibility for some parts of the data (certain 
partition keys to balance the load), but hadn't yet 
streamed it over. This explains why some data appeared 
to be missing.

Figure 4.

[14:18] We begin decommissioning the new servers 
one-by-one, to allow us to return data ownership safely 
into the original cluster servers. Each node takes 
approximately 8-10 minutes to remove safely.



wasn't working, it'd have a much wider impact than we 
were seeing.

[13:53] From the metrics, we see successful read and 
writes to the configuration service, which is surprising 
given we've just seen it fail to retrieve data. It feels like 
we're seeing conflicting evidence.

[13:57] We search for some other keys in the configuration 
service and realise they're still there.

[14:00] We bypass the configuration service interface and 
query Cassandra directly. We confirm that the key used by 
the internal edge is in fact missing from Cassandra.

[14:02] At this point we believe we're facing an incident 
where some of our data isn't available, so we turn our focus 
to Cassandra.

[14:04] Despite our earlier fix for Mastercard, we can see 
it's still not fully healthy and the payments team keeps 
working on it. This means that a small number of card 
payments are still failing.

[14:08] We query whether the new Cassandra servers have 
taken ownership of some parts of the data. We don't think 
this is possible given our understanding of what's 
happened so far, but we keep investigating.
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cluster manager. Google's network control plane runs 
under the control of different instances of the same 
cluster management software; in any single location, 
again, multiple instances of that cluster management 
software are used, so that failure of any individual instance 
has no impact on network capacity.

Google's cluster management software plays a significant 
role in automating datacenter maintenance events, like 
power infrastructure changes or network augmentation. 
Google's scale means that maintenance events are globally 
common, although rare in any single location. Jobs run by 
the cluster management software are labelled with an 
indication of how they should behave in the face of such 
an event: typically jobs are either moved to a machine 
which is not under maintenance, or stopped and 
rescheduled after the event.

Two normally-benign misconfigurations, and a specific 
software bug, combined to initiate the outage: firstly, 
network control plane jobs and their supporting 
infrastructure in the impacted regions were configured to 
be stopped in the face of a maintenance event. Secondly, 
the multiple instances of cluster management software 
running the network control plane were marked as eligible 
for inclusion in a particular, relatively rare maintenance 
event type. Thirdly, the software initiating maintenance 
events had a specific bug, allowing it to deschedule 
multiple
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multiple independent software clusters at once, crucially 
even if those clusters were in different physical locations.

The outage progressed as follows: at 11:45 US/Pacific, the 
previously-mentioned maintenance event started in a 
single physical location; the automation software created a 
list of jobs to deschedule in that physical location, which 
included the logical clusters running network control jobs. 
Those logical clusters also included network control jobs 
in other physical locations. The automation then 
descheduled each in-scope logical cluster, including the 
network control jobs and their supporting infrastructure 
in multiple physical locations.

Google's resilience strategy relies on the principle of 
defense in depth. Specifically, despite the network control 
infrastructure being designed to be highly resilient, the 
network is designed to 'fail static' and run for a period of 
time without the control plane being present as an 
additional line of defense against failure. The network ran 
normally for a short period - several minutes - after the 
control plane had been descheduled. After this period, 
BGP routing between specific impacted physical locations 
was withdrawn, resulting in the significant reduction in 
network capacity observed by our services and users, and 
the inaccessibility of some Google Cloud regions. 
End-user impact began to be seen in the period 11:47-11:49 
US/Pacific.

42 15

The Post-Incident Review 
Issue 1: Autumn/Winter 2019

Google Cloud: “Networking Incident #19009”

or old information. If affected, you may also be unable to 
login or receive bank transfers."

[13:33] The Mastercard fix is ready to deploy, but we notice 
our deployment tooling is also failing.

[13:39] We deploy the Mastercard fix using a planned 
fallback mechanism. And we see an immediate 
improvement in card transactions succeeding.

[13:46] We identify our internal edge isn't correctly routing 
internal traffic. Beyond authentication and authorisation, it 
validates that it's 'internal' by inspecting the request and 
using our configuration service to match against our 
private network range.

A configuration service is a Monzo microservice that 
provides a simple request-response (RPC) interface for 
other services to store and retrieve key-value pairs 
representing configuration. Internally, it uses Cassandra to 
store its data.We conclude that either the configuration 
service is down, or our network range has changed. We 
quickly rule out the latter and focus on the service.

[13:48] We try to get data from our configuration service 
directly and realise it's returning a 404 (not found) 
response for the key we attempted to retrieve. We're 
confused, as we believe that if the configuration service 
wasn't



[13:24] Our payments team identify a small code error in 
one of our Mastercard services, where a specific execution 
path wasn't gracefully handling an error case. We believe 
this is the cause of the Mastercard issue, so get to work on 
a fix.

[13:29] We notice that our internal edge is returning HTTP 
404 responses.

Our internal edge is a service we've written and use to 
access internal services (like our customer operations 
tooling and our deployment pipeline). It does checks to 
make sure that we only give access to Monzo employees, 
and forwards requests to the relevant place.

This means our internal edge couldn't find the destination 
it was looking for.

[13:32] We receive reports from COps that some 
customers are being logged out of both the Android and 
iOS apps.

[13:33] We update our public status page4 to let our 
customers know about the issue. This also shows up as a 
banner in our apps.

"We're working to fix a problem that is causing some card 
transactions to fail, or the Monzo app to display incomplete 
or old in
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Google engineers were alerted to the failure two minutes 
after it began, and rapidly engaged the incident 
management protocols used for the most significant of 
production incidents. Debugging the problem was 
significantly hampered by failure of tools competing over 
use of the now-congested network. The defense in depth 
philosophy means we have robust backup plans for 
handling failure of such tools, but use of these backup 
plans (including engineers travelling to secure facilities 
designed to withstand the most catastrophic failures, and 
a reduction in priority of less critical network traffic 
classes to reduce congestion) added to the time spent 
debugging. Furthermore, the scope and scale of the 
outage, and collateral damage to tooling as a result of 
network congestion, made it initially difficult to precisely 
identify impact and communicate accurately with 
customers.

As of 13:01 US/Pacific, the incident had been root-caused, 
and engineers halted the automation software responsible 
for the maintenance event. We then set about re-enabling 
the network control plane and its supporting 
infrastructure. Additional problems once again extended 
the recovery time: with all instances of the network 
control plane descheduled in several locations, 
configuration data had been lost and needed to be rebuilt 
and redistributed. Doing this during such a significant 
network configuration event, for multiple locations, 
proved
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proved to be time-consuming. The new configuration 
began to roll out at 14:03.

In parallel with these efforts, multiple teams within Google 
applied mitigations specific to their services, directing 
traffic away from the affected regions to allow continued 
serving from elsewhere.

As the network control plane was rescheduled in each 
location, and the relevant configuration was recreated and 
distributed, network capacity began to come back online. 
Recovery of network capacity started at 15:19, and full 
service was resumed at 16:10 US/Pacific time.

The multiple concurrent failures which contributed to the 
initiation of the outage, and the prolonged duration, are 
the focus of a significant post-mortem process at Google 
which is designed to eliminate not just these specific 
issues, but the entire class of similar problems. Full details 
follow in the Prevention and Follow-Up section.

Prevention and Follow-Up
We have immediately halted the datacenter automation 
software which deschedules jobs in the face of 
maintenance events. We will re-enable this software only 
when we have ensured the appropriate safeguards are in 
place to avoid descheduling of jobs in multiple physical 
locations concurrently. Further, we will harden Google's 
cluster
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both the database and the services that depend on it (i.e. 
server and client side metrics). To do this, we look for any 
increase in errors, changes in latency, or any deviations in 
read and write rates. All of these metrics appear normal 
and unaffected by the operation.

[13:14] Our automated alerts detect an issue with 
Mastercard, indicating a small percentage of card 
transactions are failing. We tell our payments team about 
the issue.

[13:14] We receive reports from Customer Operations 
(COps) that the tool they use to communicate with our 
customers isn't working as expected. This meant we 
weren't able to help customers through in app chat, 
leaving customers who'd got in touch with us waiting.

[13:15] We declare an incident, and our daytime on-call3 
engineer assembles a small group of engineers to 
investigate.

[13:24] The engineer who initiated the change to the 
database notices the incident and joins the investigation. 
We discuss whether the scale-up activity could have 
caused the issue, but discount the possibility as everything 
appears healthy. There's no increase in errors, and the 
read and write rates look like they haven't changed.



As a result, during peak load, our Cassandra cluster was 
running closer to its limits than we'd like. And even though
this wasn't affecting our customers, we knew if we didn't 
address it soon we'd start seeing an increase in the time 
it'd take to serve requests.

For some of our services (especially those we use to serve 
real time payments), taking longer to serve requests would 
mean we were slowing down the apps and card payments. 
And nobody wants to wait for a long time when they're at 
the front of the queue to pay for their shopping!

So we planned to increase the size of the cluster, to add 
more compute capacity and spread the load across more 
servers.

What happened on 29th July 2019
This is the timeline of events that happened on the day. All 
times are in British Summer Time (BST), on the 29th of July 
2019.

[13:10] We start scaling Cassandra by adding six new 
servers to the cluster. We have a flag set which we believe 
means the new servers will start up and join the cluster, 
but otherwise remain inactive until we stream data to 
them.

We confirm there's been no impact using the metrics from 
both the
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cluster management software such that it rejects such 
requests regardless of origin, providing an additional layer 
of defense in depth and eliminating other similar classes of 
failure.

Google's network control plane software and supporting 
infrastructure will be reconfigured such that it handles 
datacenter maintenance events correctly, by rejecting 
maintenance requests of the type implicated in this 
incident. Furthermore, the network control plane in any 
single location will be modified to persist its configuration 
so that the configuration does not need to be rebuilt and 
redistributed in the event of all jobs being descheduled. 
This will reduce recovery time by an order of magnitude. 
Finally, Google's network will be updated to continue in 
'fail static' mode for a longer period in the event of loss of 
the control plane, to allow an adequate window for 
recovery with no user impact.

Google's emergency response tooling and procedures will 
be reviewed, updated and tested to ensure that they are 
robust to network failures of this kind, including our 
tooling for communicating with the customer base. 
Furthermore, we will extend our continuous disaster 
recovery testing regime to include this and other similarly 
catastrophic failures.

Our post-mortem process will be thorough and broad, and 
remains

Monzo: “We Had Issues With Monzo On 29th July. 
Here’s What Happened, And What We Did To Fix It.”



premains at a relatively early stage. Further action items 
may be identified as this process progresses.

Detailed Description of Impact
Compute Engine
Compute Engine instances in us-east4, us-west2, 
northamerica-northeast1 and southamerica-east1 were 
inaccessible for the duration of the incident, with recovery 
times as described above.

Instance to instance packet loss for traffic on private IPs 
and internet traffic:

us-east1 up to 33% packet loss from 11:38 to 12:17, up to 8% 
packet loss from 12:17 to 14:50.
us-central1 spike of 9% packet loss immediately after 11:38 
and subsiding by 12:05.
us-west1 initial spikes up to 20% and 8.6% packet loss to 
us-east1 and us-central1 respectively, falling below 0.1% by 
12:55. us-west1 to European regions saw an initial packet 
loss of up to 1.9%, with packet loss subsiding by 12:05. 
us-west1 to Asian regions did not see elevated packet loss.

Instances accessing Google services via Google Private 
Access were largely unaffected.

Compute Engine admin operations returned an average of 
1.2% errors.
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The entire cluster knows how to translate the partition key 
to the same three servers that actually hold the data.

We were scaling up Cassandra to keep apps and card 
payments working smoothly
As more and more people start using Monzo, we have to 
scale up Cassandra so it can store all the data and serve it 
quickly and smoothly. We last scaled up Cassandra in 
October 2018 and projected that our current capacity 
would tide us over for about a year.

But during this time, lots more people started using 
Monzo, and we increased the number of microservices we 
run to support all the new features in the Monzo app.

Figure 3. We run a microservice architecture, and the number of 
services we run is growing as we offer more features.



Figure 1. Here we have a piece of data represented by 
the square which is set to the value T

When we want to read data, we can go to any of the 
servers in the cluster and ask for a piece of data for a 
specific partition key. All reads and writes from our 
services happen with quorum. This means at least two out 
of three servers need to acknowledge the value before 
data is returned from or written to Cassandra.

Figure 2.
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App Engine
App Engine applications hosted in us-east4, us-west2, 
northamerica-northeast1 and southamerica-east1 were 
unavailable for the duration of the disruption. The 
us-central region saw a 23.2% drop in requests per second 
(RPS). Requests that reached App Engine executed 
normally, while requests that did not returned client 
timeout errors.

Cloud Endpoints
Requests to Endpoints services during the network 
incident experienced a spike in error rates up to 4.4% at 
the start of the incident, decreasing to 0.6% average error 
rate between 12:50 and 15:40, at 15:40 error rates 
decreased to less than 0.1%. A separate Endpoints incident 
was caused by this disruption and its impact extended 
beyond the resolution time above.

From Sunday 2 June, 2019 12:00 until Tuesday 4 June, 2019 
11:30, 50% of service configuration push workflows failed. 
For the duration of the Cloud Endpoints disruption, 
requests to existing Endpoints services continued to serve 
based on an existing configuration. Requests to new 
Endpoints services, created after the disruption start time, 
failed with 500 errors unless the ESP flag 
service_control_network_fail_open was enabled, which 
is disabled by default.

Monzo: “We Had Issues With Monzo On 29th July. 
Here’s What Happened, And What We Did To Fix It.”



Since Tuesday 4 June, 2019 11:30, service configuration 
pushes have been successful, but may take up to one hour 
to take effect. As a result, requests to new Endpoints 
services may return 500 errors for up to 1 hour after the 
configuration push. We expect to return to the expected 
sub-minute configuration propagation by Friday 7 June 
2019. Customers who are running on platforms other than 
Google App Engine Flex can work around this by setting 
the ESP flag service_control_network_fail_open to true. 
For customers whose backend is running on Google App 
Engine Flex, there is no mitigation for the delayed config 
pushes available at this time.

Cloud Interconnect
Cloud Interconnect reported packet loss ranging from 10% 
to 100% in affected regions during this incident. 
Interconnect Attachments in us-east4, us-west2, 
northamerica-northeast1 and southamerica-east1 
reported packet loss ranging from 50% to 100% from 11:45 
to 16:10. As part of this packet loss, some BGP sessions also 
reported going down. During this time, monitoring 
statistics were inconsistent where the disruption impacted 
our monitoring as well as Stackdriver monitoring, noted 
below. As a result we currently estimate that us-east4, 
us-west2, northamerica-northeast1 and 
southamerica-east1 sustained heavy packet loss until 
recovery at approximately 16:10. Further, Interconnect 
Attachments located in us-west1, us-east1, and us-central1 
but
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We fixed the majority of issues by the end of that day. And 
since then, we've been investigating exactly what 
happened and working on plans to make sure it doesn't 
happen again.

In the spirit of transparency, we'd like to share exactly 
what went wrong from a technical perspective, and how 
we're working to avoid it in the future.

Some background
We use Cassandra to store our data, and have multiple 
copies of everything

We use a database called Cassandra2 to store our data. 
Cassandra is an open-source, highly-available, distributed 
data store. We use Cassandra to spread the data across 
multiple servers, while still serving it as one logical unit to 
our services.

We run a collection of 21 servers (which we call a cluster). 
And all the data we store is replicated across three out of 
the 21 servers. This means if something goes wrong with 
one server or we need to make a planned change, the data 
is entirely safe and still available from the other two.

Cassandra uses an element called the partition key to 
decide which three servers in the cluster of 21 are 
responsible for a particular piece of data.
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On the 29th July from about 13:10 onwards, you might have 
had some issues with Monzo. As we shared in an update1 at 
the time, you might not have been able to:

● Log into the app
● Send and receive payments, or withdraw money 

from ATMs
● See accurate balances and transactions in your app
● Get in touch with us through the in-app chat or by 

phone

This happened because we were making a change to our 
database that didn't go to plan.

We know that when it comes to your money, problems of 
any kind are totally unacceptable. We're really sorry about 
this, and we're committed to making sure it doesn't 
happen again.

but connecting from Interconnects located on the east 
coast (e.g. New York, Washington DC) saw 10-50% packet 
loss caused by congestion on Google’s backbone in those 
geographies during this same time frame.

Cloud VPN
Cloud VPN gateways in us-east4, us-west2, 
northamerica-northeast1, and southamerica-east1 were 
unreachable for the duration of the incident. us-central1 
VPN endpoints reported 25% packet loss and us-east1 
endpoints reported 10% packet loss. VPN gateways in 
us-east4 recovered at 15:40. VPN gateways in us-west2, 
northamerica-northeast1, and southamerica-east1 
recovered at 16:30. Additional intervention was required in 
us-west2, northamerica-northeast1, and 
southamerica-east1 to move the VPN control plane in 
these regions out of a fail-safe state, designed to protect 
existing gateways from potentially incorrect changes, 
caused by the disruption.

Cloud Console
Cloud Console customers may have seen pages load more 
slowly, partially or not at all. Impact was more severe for 
customers who were in the eastern US as the congested 
links were concentrated between central US and eastern 
US regions for the duration of the disruption.

Monzo: “We Had Issues With Monzo 
On 29th July. Here's What Happened, 
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Stackdriver Monitoring
Stackdriver Monitoring experienced a 5-10% drop in 
requests per second (RPS) for the duration of the event. 
Login failures to the Stackdriver Monitoring Frontend 
averaged 8.4% over the duration of the incident. The 
frontend was also loading with increased latency and 
encountering a 3.5% error rate when loading data in UI 
components.

Cloud Pub/Sub
Cloud Pub/Sub experienced Publish and Subscribe 
unavailability in the affected regions averaged over the 
duration of the incident: 

us-east4 publish requests reported 0.3% error rate and 
subscribe requests reported a 25% error 
rate.southamerica-east1 publish requests reported 11% 
error rate and subscribe requests reported a 36% error 
rate.northamerica-northeast1 publish requests reported a 
6% error rate and subscribe requests reported a 31% error 
rate.us-west2 did not have a statistically significant change 
in usage.

Additional Subscribe unavailability was experienced in 
other regions on requests for messages stored in the 
affected Cloud regions. Analysis shows a 27% global drop 
in successful publish and subscribe requests during the 
disruption. There were two periods of global unavailability 
for
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We can add strength to the belief in our automated build 
system with real world use – we can both trust that the 
builds are reliable, and verify that it is indeed the case by 
health-checking tasks with automatic rollback, and 
staggering deploys by letting production lag our internal 
dogfooding cluster by a build. This is common practice 
and has long been on the list of things to do but not yet 
prioritized. Now it has happened.

Is It Time To Outsource Our Deploys?
Modern development in the SaaS world is a combination of 
internal development and reliance on other external tools 
and SaaS products so we can run less software and focus 
on what we do best. We’ve been using a home-built 
deployment system because our needs have been light, 
and we’re re-evaluating whether now is the right time to 
outsource that part of our process to something like 
Kubernetes. There has been a lot of progress in the last 
few years around processes for managing canaries, circuit 
breakers, and other confidence-building techniques for 
deploys, and we’re interested in which might be able to 
help us continue to move quickly with confidence.

1: https://github.com/honeycombio/buildevents/blob/master/
README.md



● We committed some code that didn’t compile, but 
the fact that it failed tests wasn’t correctly 
detected in order to fail the build. This code passed 
review and made it in to the master branch.

● The build artifact from the non-compiling code 
was missing one executable, and got deployed 
anyway.

● When the service restarted, there was no code to 
run and one by one servers got pulled from 
rotation until the outage was complete.

How Have We Addressed This?
As we’d spent a large portion of our error budget during 
this outage, we first instituted a release freeze on the API 
server. Then, we conducted a retrospective to identify 
what we steps we’d need to take in order to unfreeze. As of 
today, we have added safeguards in several places to 
mitigate the chances that any of the steps above could 
cause a similar outage.

Much of the speed at which we iterate and deploy code 
depends on trusting that our build system is protecting us 
from errors like this. It’s paramount that we retain this 
trust in order to be able to use automated deploy systems, 
so the first step was to fix the regression in our build 
instrumentation tool and work towards rebuilding the 
belief that if the build is green it’s okay to deploy.

for Cloud Pub/Sub Admin operations (create/delete 
topic/subscriptions) . First from 11:50 to 12:05 and finally 
from 16:05 to 16:25.

BigQuery
BigQuery saw an average error rate of 0.7% over the 
duration of the incident. Impact was greatest at the 
beginning of the incident, between 11:47 and 12:02 where 
jobs.insert API calls had an error rate of 27%. Streaming 
Inserts (tabledata.insertAll API calls) had an average error 
rate of less than 0.01% over the duration of the incident, 
peaking to 24% briefly between 11:47 and 12:02.

Cloud Spanner
Cloud Spanner in regions us-east4, us-west2, and 
northamerica-northeast1 were unavailable during the 
duration 11:48 to 15:44. We are continuing to investigate 
reports that multi-region nam3 was affected, as it involves 
impacted regions. Other regions' availability was not 
affected. Modest latency increases at the 50th percentile 
were observed in us-central1 and us-east1 regions for brief 
periods during the incident window; exact values were 
dependent on customer workload. Significant latency 
increases at the 99th percentile were observed:

nam-eur-asia1 had 120 ms of additional latency from 13:50 
to 15:20.
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nam3 had greater than 1 second of additional latency from 
11:50 to 13:10, from 13:10 to 16:50 latency was increased by 
100 ms.
nam6 had an additional 320 ms of latency between 11:50 to 
13:10, from 13:10 to 16:50 latency was increased by 130 ms.
us-central1 had an additional 80 ms of latency between 
11:50 to 13:10, from 13:10 to 16:50 latency was increased by 
10 ms.
us-east1 had an additional 2 seconds of latency between 
11:50 to 13:10, from 13:10 to 15:50 latency was increased by 
250 ms.
us-west1 had an additional 20 ms of latency between 11:50 
to 14:10.

Cloud Storage
Cloud Storage average error rates for bucket locations 
during the incident are as follows. This data is the best 
available approximation of the error rate available at the 
time of publishing:

us-west2 96.2%
southamerica-east1 79.3%
us-east4 62.4%
northamerica-northeast1 43.4%
us 3.5%
us-east1 1.7%
us-west1 1.2%
us-central1 0.7%

Between 22:50 and 22:54 UTC on July 9, our capacity to 
accept traffic to api.honeycomb.io gradually diminished 
until all incoming requests started to fail. 8 minutes later, 
at 23:02, the API server was once again running at full 
capacity. During the initial 4 minutes some requests were 
accepted and others refused, but for those 8 minutes all 
traffic bounced and we lost data sent to us.

What Caused This To Happen?
As with many outages, it was a combination of factors that 
came together to trigger the incident.

● We’ve been doing a lot of work on the system that 
instruments our build process so that we can use 
Honeycomb to understand our CI pipeline. As part 
of that work, refactoring some code led to a 
regression where the buildevents1 tool lost a 
feature—passing through the exit code of the 
commands that it runs.
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Editors’s Note

Welcome to the first issue of the Post-Incident Review.

The Review starts with a topo, or illustration of a climbing 
route, because of our shared love of rock climbing, and 
also as a nod to a relic of a solved problem not unlike 
post-incident reviews or postmortems. The idea for the 
Review came from one of us (Emil) reading an annual 
collection of climbing accidents and wondering what that 
might look like for tech. Given that the other of us (Jaime) 
had editorial and publishing experience, after months of 
thinking, designing, and creating,  here we are.

We wanted to create a space for focused reading, although 
every post-incident review included is publicly available. 
We have not touched the content, and added design only 
for clarity. There were plenty more to include were it not 
for space considerations.

You’ll find wide margins to jot down notes. Let your mind 
run free. Maybe you’re one of those people who highlights 
and then draws a line to the side, before writing your 
thoughts. However you see fit, that’s the right way to do it.

We hope you enjoy this, and happy reading!

         - Emil Stolarsky and Jaime Woo

GSuite
The impact on G Suite users was different from and 
generally lower than the impact on Google Cloud users 
due to differences in architecture and provisioning of 
these services. Please see the G Suite Status Dashboard 
(https://www.google.com/appsstatus) for details on 
affected G Suite services.
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Digital copies of the Post-Incident Review 
are available at zine.incidentlabs.io. You can also sign up 

to get the Post-Incident Review directly in your inbox.

On our website, you can print extra copies, 
or request bulk orders if you’d like to 

pick up enough copies for your team or org.

Got comments, suggestions, or compliments? 
Drop us a line at zine@incidentlabs.io!
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